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We are concerned with the problem of classifying a
data sample x ∈ RN , a set of N time samples. We focus on
acoustic data, although our results apply to
electromagnetic signals as well. We seek to classify x as
one of M known source types denoted by hypotheses
H1 , H2 , . . . HM . This is known as the M-ary or closed
classification problem because the possible sources are a
closed set. This problem arises in acoustic surveillance,
scene classification and segmentation, automatic target
recognition, and many other problems. We specifically
target problems of interest to this community where there
is a high cost of error and relatively few training samples
due to the high economic cost of data collection and
require very high performance with few training samples.
B. Discriminative and Generative Methods

We present a new classifier for acoustic time series that involves a
mixture of generative models. The models use a variety of
segmentation sizes and feature extraction methods, yet can be
combined at a higher level using a mixture probability density
function (PDF) thanks to the PDF projection theorem (PPT) that
converts the feature PDF to raw time series PDFs. The effectiveness
of the method is compared with the leading methods and is shown to
be superior using three data sets.
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The closed classification problem is generally solved
by the maximum a posteriori rule
k̂ = max p(Hk |x),
k

which has two general approaches, known as
discriminative and generative [1]. The discriminative
approaches tend to model the functions p(Hk |x) directly,
i.e., a mapping from RN to Hk . Most state-of-the-art
discriminative methods attempt to split RN (or a feature
space that is mapped from RN ) along boundaries that
discriminate between groups of classes, such as between
class Hk and all other classes. They mainly differ in how
the boundaries are learned. These methods include some
neural networks, support vector machines (SVMs), and
deep belief networks (DBNs). Discriminative methods,
especially DBNs, have enjoyed much success recently due
to their ability to learn complex problems with little or no
supervision, but generally require huge amounts of
training data. They are also difficult to interpret and
validate because the learned rules cannot be scrutinized.
For these reasons, discriminative methods may not be
suitable for our problem in which there is a high cost of
error and few training samples.
The second category, generative methods,
rely on the direct application of Bayes rule
p(Hk |x) = p(x|Hk )p(Hk )/p(x), in which we can
eliminate the common term p(x) and obtain the Bayes
classifier [2],
k̂ = arg max p(x|Hk )p(Hk ).
k

(1)

Unlike discriminative models in which p(Hk |x) must be
learned in the context of two or more class hypotheses, the
generative likelihood functions p(x|Hk ), alternatively
called probability density functions (PDFs), can be learned
individually. Generative models have some advantages.
First, because the PDFs are completely descriptive of each
class, they are difficult to fool by a new class that has
never been observed, so they generalize well. Second, they
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can be scrutinized and lend insight into the structure of the
data. The PDFs, at least in theory, can be used to generate
random data (thus, the name generative). The random
(synthetic) data x can be used to validate the trained model
and visualized or interpreted to find potential flaws in the
classifier. The main disadvantage of the generative
classifier is the difficulty of estimating the PDFs p(x|Hk ).
In so-called parametric methods, we know p(x|Hk , θ ) up
to some unknown parameter θ that must be estimated. But,
in most problems of interest, we do not know anything
about these functions other than they meet some regularity
assumptions, such as smoothness. The so-called
nonparametric methods, such as kernel-based methods, fit
PDF models to the data using a large number of
parameters, but run the risks that the model is a poor fit to
the problem and overfitting (too many parameters).
To make generative approaches (and most
discriminative approaches) viable, many practitioners
choose to discard the raw data x in favor of a
lower-dimensional set of features. We define some feature
transformation
z = T (x), z ∈ RD , D  N,
then recast the problem by estimating the feature PDFs
p(z|Hk ) and forming the Bayesian feature classifier
M

k̂ = arg max {p(z|Hk ) p(Hk )} .
k=1

(2)

This classifier implicitly assumes that the feature set z is a
sufficient statistic. But, if there are a large variety of
possible signal types, this represents a challenge for
feature design [3–6]. It is being recognized that no single
feature extractor is adequate [7]. As the number and
variety of signal types grow, the list of features needed to
characterize all the signals grows. Because classical Bayes
classification theory offers no alternative, all the features
must be collected into a superset. But, it has been often
demonstrated that the performance of classifiers based on
PDF estimation and using a fixed amount of training data
collapses above a certain feature dimension. This effect
has been called the curse of dimensionality [8] and is
clearly seen, e.g., in the collapse of performance for a
PDF-based classifier above some optimal model order [9].
The curse of dimensionality could also be called
feature bottleneck because the need for more information
(more features) is subject to a limit based on the number
of features that can be reasonably used in PDF estimation.
The feature bottleneck necessitates reducing the dimension
by Fisher discriminant analysis, manifold learning [1, 10],
principal component analysis (PCA) [11–13], or feature
selection [12]. These methods do not avoid the feature
bottleneck; they are attempts to pass as much useful
information as possible through the feature bottleneck.
To avoid the feature bottleneck, some have suggested
combining multiple classifiers that each use a different
feature set [7]. But the theoretical basis for combining
classifier outputs is weak because they consider the
various classifiers as black boxes. What is required is a
1938

firm theoretical foundation for the use of multiple feature
sets in a way that does not group all the features together,
yet considers the feature transformations themselves. In
effect, we need an extension of the classical theory. For
this, we turn to a set of ideas loosely called the
class-specific method (CSM), which we review in
Section II.
C. Contributions

This paper relies heavily on our previous work in using
class-specific features (CSFs) [14–16], the PDF projection
theorem (PPT) [17, 18], and maximum entropy PDF
projection [19]. In this paper, we apply for the first time
the following three concepts together: 1) CSF mixture
(CSFM), 2) virtual input data, and 3) alpha integration. In
doing so, we arrive at a generative classifier using several
feature sets simultaneously. We demonstrate improved
performance in time series classification on three data sets.
II. REVIEW OF THE CLASS-SPECIFIC METHOD (CSM)
A. Class-Specific Features (CSFs)

The first formulation of the CSM is called CSF. In CSF
[14–16], the Bayesian classifier (1) is divided by the
constant term p(x|H0 )


p(x|Hk )
p(Hk ) ,
(3)
k̂ = arg max
k
p(x|H0 )
where H0 is a reference hypothesis, also called the dummy
hypothesis by Van Trees [20]. According to the formal
definition of a sufficient statistics [21], a feature zk = Tk (x)
is a sufficient statistic for the binary test between H0 and
Hk if
p(zk |Hk )
p(x |Hk )
=
.
p(x |H0 )
p(zk |H0 )

(4)

If we select class-dependent sufficient statistics that are
sufficient statistic for H0 versus Hk , we obtain the CSF
classifier [14],


p(zk |Hk )
p(Hk ) ,
(5)
k̂ = arg max
p(zk |H0 )
k
which represents an important departure from (2) because
it integrates feature extraction into the classifier and does
not require one common feature set. The feature bottleneck
is avoided because rather than requiring one feature set z
that is a sufficient statistic for the combined problem (2),
the individual sufficient statistic zk need only be sufficient
for distinguishing Hk from H0 . As proof that the feature
bottleneck is avoided, Kay [22] notes an example where
low-dimensional class-specific sufficient statistics exist for
each class, but no combined sufficient statistic z exists, no
matter how large, for the Bayesian feature classifier (2).
While CSF is a significant theoretical advance, there
are weaknesses in the theory and problems with
implementation. First, the CSF theory does not explain
what happens when the features are not sufficient
statistics. There are also numerical issues that force the use
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of an analytic expression for p(zk |H0 ). Luckily, analytic
expressions can be found for the most widely used feature
extraction methods [23]. The saddle-point approximation
can be used in cases where only the moment generating
function can be derived [23]. The most severe weakness of
CSF is the one class, one feature assumption. Real data
from a given class exhibits diversity that can span several
feature sets. The CSFM solves this problem [24].
B. Class-Specific Feature Mixture (CSFM)

To get around the one class, one feature assumption of
CSF, CSFM assumes that class Hk is composed of
subclasses represented by an additive mixture PDF. We
assume that class Hk is composed of L subclasses Hk,l ,
1 ≤ l ≤ L, that have relative probabilities of occurrence
α k,l and individual subclass PDFs p(x|Hk,l ). The mixture
PDF for Hk is given by:
p(x |Hk ) =

L


αk,l


p(x Hk,l ),

(6)

l=1


where Ll=1 αk,l = 1. If we assume that each subclass has
a different feature (sufficient statistic) to distinguish it
from H0 , and after dividing by the common factor
p(x|H0 ), we get


L
L
p(x Hk,l ) 
p(zk,l Hk,l )
p(x |Hk ) 
=
=
.
αk,l
αk,l
p(x |H0 )
p(x |H0 )
p(zk,l |H0 )
l=1
l=1
(7)
Rather than use LM different feature sets, we use the same
L features for each class. The CSFM classifier
 L


p(zl |Hk,l )
M
k̂ = arg max
p(Hk )
αk,l
(8)
k=1
p(zl |H0 )
l=1

is a PDF, so it integrates to 1 over x regardless of the
feature transformation Tk (x) (aside from some mild
regularity conditions). The PPT further proves that
Gk (x; Tk , H0 ) is a member of the class of PDFs that
generates1 the feature PDF p(zk |Hk ) through feature
transformation Tk (x). The term
Jk (x; H0 ) =

p(x|H0 )
.
p(zk |H0 )

(11)

is called the J-function because of the analog with the
Jacobian for an invertible transformation. PDF Gk (x) is
called the projected PDF because it projects the PDF
p(zk |Hk ) back to the raw data, forming the Bayesian
classifier
k̂ = arg max {Gk (x; Tk , H0 ) p(Hk )} .
k

(12)

Note that Gk (x; Tk , H0 ) are PDFs on the raw data space,
not on a feature set. This means that classifiers (5), (8),
and (9) are all valid Bayesian classifiers on the raw data
even if zk is not a sufficient statistic. Sufficiency is only a
goal for optimal performance. There is another important
implication of PPT: we can make the reference hypothesis
class dependent via
k̂ = arg max Gk (x; Tk , H0,k ) p(Hk ) .
k

(13)

We can now choose each zk and H0,k jointly to optimize
the sufficiency of each binary test Hk versus H0,k . In the
remainder of the paper, we assume for simplicity a
common reference hypothesis H0 , but this is not
necessary. Using the PPT, the CSFM classifier becomes
 L


M
k̂ = arg max
αk,l Jl (x; H0 ) p(zl |Hk,l ) p(Hk ),
k=1

l=1

may be interpreted as a data-specific feature classifier
because for each data sample x, the factor 1/p(zl |H0 ) has
a dominant effect, effectively picking one feature to
classify the sample.

(14)
where Jl (x; H0 ) is the J-function (11). In sub-Section IIF,
we see that if the feature transformation is broken into
stages, the J-function can be computed recursively.

C.

D. Maximum Entropy and Model Selection with PPT

PDF Projection Theorem (PPT)

Despite the elegant way in which CSF and CSFM
circumvent the feature bottleneck, there remains a
theoretical concern: what happens if the features are not
completely sufficient? The PPT [17, 18] resolves this
question by proving that CSF and CSFM are indeed valid
Bayesian classifiers. If we multiply (5) by the common
term p(x|H0 ) and rearrange, we get


p(x|H0 )
p(zk |Hk ) p(Hk ) ,
k̂ = arg max
(9)
k
p(zk |H0 )
with no effect on the classification decision, but a huge
effect on the interpretation. The PPT [18] proves that the
term in braces in (9) excluding p(Hk )
p(x|H0 )
Gk (x; Tk , H0 ) =
p(zk |Hk )
p(zk |H0 )

The PPT, together with the maximum entropy
principle, can be used to solve an important optimality
problem in PDF estimation. Suppose we are given a
feature PDF p(zk |Hk ) and seek the best PDF p(x) that
generates p(zk |Hk ) through transformation Tk (x). While
the PPT (10) is a PDF that is known to generate p(zk |Hk ),
is it the best one? To quantify best, we turn to the
maximum entropy principle that holds that the PDF we
choose should have the least structure or most disorder of
all PDFs that meet the given requirements, which ensures
that we have not introduced any bias or hidden
assumptions. The entropy of a PDF is a generalized
1

(10)

The PDF G(x) is said to generate feature PDF g(z) if random samples
of G(x) passed through the feature transformation z = T(x) have exactly
the distribution g(z).
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measure of variance or disorder defined mathematically as
Q=−

Gaussian reference hypothesis,

log p(x) p(x) dx,

p(x|H0G )

x

which is the negative theoretical average log-likelihood.
Distributions that spread probability mass over larger
areas (higher variance) have lower average log-likelihood,
so higher entropy. Any peaks or structure in a distribution
will decrease the entropy. The usual application of entropy
in PDF design is to select the PDF that has highest entropy
among those that meet a set of constraints, such as
moment constraints [25]. In the current problem, the
constraints are that p(x) must generatep(zk |Hk ).
Using maximum entropy is especially important when
comparing projected PDFs based on maximum likelihood.
When choosing a model based on the maximum projected
likelihood on a set of training data, it is prudent to ensure
the PDFs being compared have minimum theoretical
log-likelihood or maximum entropy. This is analogous to
the minimax principle, where for robustness sake, we
choose the best among a set of choices observed in their
worst state. This makes sure that the resulting PDF
represents not only our knowledge, but also our ignorance.
In a recent publication [19], it was shown that (10)
indeed produces the maximum entropy PDF among all
PDFs that generate p(zk |Hk ), subject to conditions
explained in sub-Section IIE. This is an important
discovery because it means that (10) is the best and most
conservative expression of p(x) given the feature
densityp(zk |Hk ).
Knowing that (10) is the maximum entropy PDF
among all PDFs that generate p(zk |Hk ), we seek the best
model (feature set). Given K samples of training data x,
the total likelihood measure
Lk =

K


log Gk (xi )

(15)

i=1

can then be maximized over model index k. Care must be
exercised when estimating p(zk |Hk ) by using separate
training and testing data. We demonstrate this approach
with real data later in sub-Section VD.
E. Choice of Reference Hypothesis, H0

The reference hypothesis H0 determines the resulting
projected PDF (10). But, choosing H0 is not as arbitrary as
it seems. As explained in the recent publication on
maximum entropy PPT [19], in order that the maximum
entropy property holds for (10), there are two
requirements. First, it is necessary that we are able to
compute the norm of x from the feature zk or that there
exists a function f( ) such that f (zk ) = x where x is
any valid norm. Second, the reference hypothesis must
depend on the data only through z. There must exist a
function h( ) such that p(x|H
0 ) = h(zk ). For example,
assume that the total energy i xi2 can be computed from
zk . Then, the 2-norm may be computed from zk , meeting
the first requirement, and if we use the independent
1940

2
N

e−xi /2
=
,
√
2π
i=1

(16)

then the second requirement is met. Or, if the elements
of

x are positive, then the sum of the time samples i xi
leads to a valid norm (1-norm), and the exponential
reference hypothesis can be used
p(x|H0E )

=

N


e−xi .

(17)

i=1

Interestingly, for a given feature transformation zk
= Tk (x), all reference hypotheses that can be written
p(x|H0 ) = h(zk ) are equivalent and all produce the same
maximum entropy projected PDF [19].
F. The Chain Rule

The chain rule makes constructing class-specific
classifiers based on multistage feature extraction much
easier. Many feature transformations are made of stages,
e.g., y = Ty (x), w = Tw (y), zk = Tz (w), suggesting the
chain rule form of (10),
G(x) =

p(x|H0x )
p(y|H0x )

p(y|H0y )
p(w|H0y )

p(w|H0w )
p(z),
p(z|H0w )
(18)
are stage-dependent statistical

where H0x , H0y , H0w
hypotheses.
The maximum entropy property also carries through
the chain. As long as each stage in the chain meets the
given requirements for maximum entropy (see sub-Section
IIE) by itself, then the projected PDF constructed with the
chain rule is the maximum entropy PDF among all PDFs
p(x) consistent with the specified output PDF p(z) [19].
III. TIME SERIES CLASSIFIER

We now describe our approach to time series
classification.
A. Segmentation

Let time series x be broken into a sequence of time
segments, from which we extract a sequence of features Z
(herein, capital letters represent a sequence of feature
vectors). The feature transformation Z = T(x)
encompasses both the data segmentation and feature
extraction. We consider both block and Hanning-weighted
overlapped segmentation.
1) Nonoverlapped (Block) Segmentation: We define
a set of segmentation sizes Kl , 1 ≤ l ≤ L, such that the
input data length N is divisible by each Kl . This is
achieved by truncating x to a multiple of a compound
number such as 3 times a power of 2. For example, 768 is
divisible by 16, 24, 32, 48, 64, 96, 128, 192, 256, and 384.
This provides a rich set of allowable segment sizes.
For each segment size Kl , we form the segmented time
series by breaking x into Tl = N/Kl segments. The
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block-segmented time series is denoted by
Xl = [xl,1 xl,2 . . . xl,Tl ].

(19)

Note that x is equivalent to Xl because they contain the
same data samples. For a feature set l, the feature Zl is a
sequence of low-dimensional features:
Zl = [zl,1 , zl,2 . . . zl,Tl ].

(20)

In the past, we have used only block segmentation with
class-specific models because it results in independent
segments under H0 . Let H0 stand for the reference
hypothesis that x is a set of N independent time samples of
Gaussian noise of zero mean and variance 1. Therefore,
p(x|H0 ) = p(X |H0 ) =
l

Ll


Fig. 1. Illustration of properties of 50% overlapping (left) and
Hanning-3 window functions (right).

p(xl,i |H0G ).

i=1

We have recently discovered a means to circumvent the
requirement of independent segments, but it only works
for special type of segmentation that we call Hanning-3.
2) Hanning-3 Segmentation: Overlapped
segmentation is defined by the segment size Kl and
window time shift Sl , having Ol = Kl – Sl time samples of
overlap. If we circularly index the data such that
xN + i = xi , we will obtain exactly Tl = N/Sl segments.
We need to ensure that N is divisible by Sl . In our
experiments, we used 2/3 overlap selected Kl from the set
[72, 96, 144, 192, 288, 384, 576, 768]. We truncated the
time series to a multiple of N = 768 time samples, and
with Sl = Kl /3, we could always achieve N divisible by Sl .
Let the Hanning-3 segmentation be denoted by
Xl,2/3 = [x1 w1 , x2 w2 . . . xKl wKl ],
[x(Sl +1) w1 , . . . x(Sl +Kl ) wKl ],
[x(2Sl +1) w1 , . . . x(2Sl +Kl ) wKl ], . . .
where wi , 1 ≤ i ≤ K, are the Hanning-3 weights
√


2π(i − 1
2
1 + cos
.
wi =
3
K

B. Classical Hidden Markov Model

(21)

(22)

Note that Xl,2/3 has exactly 3N time samples, as opposed
to the original data x that has N (each time sample in x
appears three times in Xl,2/3 , with different weights).
To use various Hanning-3 segmentations together in a
class-specific classifier, we apply the concept of virtual
input data. In Fig. 1, we illustrate the Hanning-3 window
functions with 2/3 overlap (right) and compare with 50%
overlap (left). Note that for Hanning-3, the sum of the
window functions (center graph) and the sum of the
squares of the window functions (bottom graph) are
constant. This property does not hold for 50% overlap,
but only for 2/3, 3/4, and higher overlap. The property
leads to the observation that two different Hanning-3
segmentations Xl,2/3 and Xm,2/3 where l = m, are related by
an orthogonal linear transformation. Specifically, it is
shown [26] that for any l, m, there exists an ortho-normal
matrix U such that
Xl,2/3 = U Xm,2/3 .

Because they are related by an ortho-normal
transformation, they are deemed equivalent under the H0
(independent Gaussian noise) hypothesis. This allows
class-specific likelihood comparison between different
segmentation sizes [26]. This is illustrated in Fig. 2 in
which the output of each segmentation operation is
considered as the virtual input data of each branch. Each
branch has a different virtual input data, but they are
considered equivalent. The projected likelihood function
for Xl,2/3 may be compared to the projected likelihood
function for Xm,2/3 . The projected likelihood function for
the virtual input data of each branch is formed by adding
the feature log-likelihood to the log-J-function. At the
output, the branch log-likelihoods are compared or
combined.

We now consider the statistical models used to
compute the feature likelihood functions p(Z). We assume
the reader has knowledge of the classical hidden Markov
model (HMM) [27]. We briefly review the main points
here. For now, we simplify the notation, eliminating the
feature set index l and using only a subscript for time,
Z = [z1 , z2 . . . zT ]. The main assumption behind the
HMM is that there are n subclasses, called states, which
can occur at arbitrary times and for arbitrary lengths of
time within the time series. At each of the T time steps, a
potentially different state is in effect. It is assumed that the
state sequence s = [s1 , s2 , sT ], 1 ≤ st ≤ n, ∀t, is the
result of a discrete Markov process. To initialize, s1 is
selected randomly according 
to the discrete state prior
n
probabilities πi , 1 ≤ i ≤ n,
i=1 πi = 1. Then, st + 1 is
selected according to the 
transition probabilities
Ast ,j , 1 ≤ j ≤ n, where nj=1 Ast ,j = 1. The term HMM
means that the states st are not observable, i.e., we can
only observe the measurement zt that has been generated
according to the continuous PDF zt ∼ pst (z). These state
PDFs are often modeled as Gaussian mixtures [27]. Let θ i
be the parameters of the Gaussian mixtures approximation
for the state-i feature PDF pi (z) = pi (z; θ i ). The complete
set of parameters  = {{π i }, {Ai,j }, {θ i }} are estimated
from training data using the Baum-Welch re-estimation
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Fig. 2. Illustration of means of calculating log-likelihood for given class hypothesis k from input data x using three processing branches, each using
different segmentation size. Output of each Hanning-3 segmentation operation is virtual input data of branch.

algorithm [27]. The forward procedure [27] is used to
calculate the likelihood function p(Z; ) for any feature
data Z and HMM parameters . When  is estimated
from data of class H, then p(Z; ) serves as the likelihood
functionp(Z|H ). A by-product of the Baum-Welch
algorithm is that the a posteriori state probabilities
γl,t = P (st = l|Z) serve as indication of the location of
subevents within the data.
As can be seen, the HMM provides many desirable
features for the analysis of diverse short-duration signals.
It can model signals that are composed of several signal
subclasses that occur at arbitrary times and for arbitrary
lengths of time. A side benefit is that the a posteriori state
probabilities can be calculated, providing insight into the
fine composition of the signals. But the HMM has a
significant problem that limit its usefulness in
classification of diverse signals: the use of a fixed feature
and segmentation size. One feature set and one segment
size are not sufficient to model diverse signal types.
C. Class-Specific HMM and Multiresolution HMM

In previous work, we have described two ways to
address these shortcomings of the HMM. The
class-specific HMM (CSHMM) applies the CSFs
approach to each Markov state individually [28] but uses a
fixed segment size. The multiresolution HMM [29]
implements adaptive segmentation and may provide the
structure needed for diverse short-duration signals, but
requires careful design and training and is not yet well
suited as a plug-and-play general-purpose classifier.
Therefore, we apply the HMM mixture instead.
D. HMM Mixture

The HMM mixture is a direct application of CSFM
using (14), wherein the L feature-specific likelihood
functions p(Zl |Hk,l ) are computed using an HMM. The
1942

superscript l enumerates the feature sets, each with
different data segmentation size (Hanning-3 segmentation)
and different feature vector dimension. Note that in (14),
the various feature-specific likelihood functions are
multiplied by the J-function so they can be compared. In
practice, we do this in the log-domain by adding the
log-J-function to get the log of the projected PDF
likelihood log pk,l (X) = log p(Zl |Hk,l ) + log Jl (X). The
log-J function is obtained using the chain-rule as
explained in sub-Section IIF.
The parameters of the HMM mixture include L
mixing weight α l plus the HMM parameters l for each
of the L subclasses. Ideally, joint estimation of the
parameters of a mixture PDF may be accomplished by the
expectation-maximization (E-M) algorithm. But, because
we test our method using data sets with relatively few
training samples, and the E-M algorithm effectively
divides the available data among the subclasses, we are
forced to train the models separately on all the available
training data.
E. Features

We now discuss the feature calculations in detail. We
applied two different feature sets, obtaining different
results.
1) Autoregressive Features: Autoregressive (AR)
features are widely used in speech and time series analysis
[30]. The process we used to compute the AR features
includes the steps of FFT, magnitude squared, inverse FFT
to compute the autocorrelation function, Levinson
algorithm to compute the reflection coefficients (RCs) and
innovation variance, and log-bilinear transformation to
provide an approximate Gaussian distribution for the RCs.
This process, including computation of the J-function (see
sub-Section IIC), is described in detail in the tutorial in
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TABLE I
FFT (Segment) Sizes and AR Model Orders for Nonoverlapped and
Overlapped Segmentation
Block (Nonoverlapped)

Hanning-3 (2/3 Overlapped)

Segment size K

AR order

Segment size K

AR order

64
96
128
192
256
384

3
4
6
7
11
16

72
96
144
192
288
384
576

3
4
6
7
11
16
20

TABLE II
FFT (Segment) Sizes and Number of Band Functions for Cepstrum
Features (Hanning-3 Segmentation)
Segment Size K

Band Functions

72
96
144
192
288
384
576
768

6
8
12
16
24
32
48
64

features are provided in Table II. Note that the ratio
between the segment size and number of band functions is
constant. In this way, frequency and time resolution are
traded off in proportion, and the aggregate number of
features for a given X is independent of segment size.
F. Summary of the Classifier

Fig. 3. Spectral band functions for FFT size 288, 24 bands. Top:
linear-spacing. Bottom: MEL spacing.

[17, sect. VIII]. The FFT sizes (segment size) and AR
model orders are shown in Table I for both block and
Hanning-3 segmentation. These features meet the
requirements for maximum entropy (see sub-Section IIE)
when the independent Gaussian reference hypothesis is
used (16).
2) Cepstral Features: The cepstral features were
inspired by the MEL cepstrum features widely used in
speech analysis. We used both MEL-spaced bands, as is
done in speech analysis, and linearly spaced bands. An
example of the MEL-spaced and linearly spaced band
functions is shown in Fig. 3 for FFT size 288 and 24 band
functions. After the FFT and magnitude square, the inner
product of the raw spectral vector and each band function
is calculated. The log of the band energies is computed
and then the discrete cosine transform (DCT) is computed
on the result. The DCT output is not truncated, so the final
feature dimension is equal to the number of band
functions. For cepstral features, we used only Hanning-3
segmentation (no block segmentation). The J-function
calculation is the same as the AR features [17, sect. VIII]
up to and including the inner product of the raw spectrum
with the band functions, which replace the cosine
functions needed to compute the autocorrelation function.
The remaining steps of log and DCT are 1:1 invertible
transformations whose J-function is the determinant of the
transformation’s Jacobian matrix. These features also meet
the requirements for maximum entropy (see sub-Section
IIE) when the independent Gaussian reference hypothesis
is used (16). The parameters of the various cepstral

A block diagram of our proposed classifier is shown in
Fig. 2, which represents the means of calculating the
likelihood function for class hypothesis k by forming a
mixture of three different segmentation sizes. The
Hanning-3 segmentation is described in sub-Section
IIIA2. Feature and J-function calculation is described in
sub-Section IIIE. The calculation of the likelihood
function for each feature set is done using a classical
HMM as is described in sub-Section IIIB. The formation
of the PDF mixture at the output and the estimation of
overall model parameters in the ideal case is described in
sub-Section IIID. In practice, we compute the PDF
mixture using an annealing factor as described in
sub-Section VE.
IV. OFFICE SOUNDS DATA: DESCRIPTION

The Office Sounds database [31] is a collection of 24
signal classes containing 102 samples of each class, a total
of 2448 example sounds. Most of the sounds are created
by dropping common objects or operating office tools
such as scissors or staplers. The uniformity of the data
format and variety of the data classes makes this data set
ideal for comparative studies of acoustic time series
classifiers. All example time series are 16 128 time
samples long (1/2 s in duration at 32 000 Hz). Due to the
fixed data length, the data base is ideal for comparing
generative classifiers using segmentation with
general-purpose discriminative classifiers. The sounds are
consistently generated, thus separable, but having some
similar characteristics to make the problem more difficult.
To approximate the problem of acoustic classification for
scene monitoring or surveillance, where collection of
training data is difficult, the emphasis is to achieve very
high correct classification performance (near 100%) with
fewer training samples from a diverse set of classes.
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A. Data Holdout

To fairly measure classification performance, we
always separated training and testing data. We used both
ordered and random sample selection. For ordered sample
selection, we divided the available 102 samples of each
class into contiguous sections for three segmentations: 2:1
(samples 1–51, 52–102), 3:1 (samples 1–34, 35–68,
69–102), and 6:1 (samples 1–17, 18–34, 35–51, . . .).
Training was done on just one section at a time, so with
just 51, 34, or 17 samples, and testing on all the remaining
samples. Each section was used in turn for training.
Alternatively, we used random sample selection, where we
measured performance with 10, 15, 22, 34, and 51 training
samples, selecting the training samples at random and
using all of the remaining samples to test. Several
independent trials were used.

Fig. 4. Classification error for Office Sounds data and SVM with
DFT-PCA features as function of PCA subspace dimension NPCA .

B. Performance Benchmarks

In order to establish a performance goal for the Office
Sounds data, we conducted experiments using existing
approaches. The Office Sounds data set is especially good
for comparison with numerous methods because of the
uniformity of the data format: constant sampling rate, data
record length, and recording conditions. It is also designed
to challenge the algorithms through many and varied data
classes, on the one hand, and built-in similarities on the
other hand. For this reason, we did our most extensive
testing with the Office Sounds data.
1) Benchmark: SVM with Discrete Fourier
Transform-PCA Features: To obtain the first
performance benchmark, we used a SVM classifier based
on the SVMLight toolkit [32] and discrete Fourier
transform-PCA (DFT-PCA) features. The full-length time
series (16 128 time samples long) was transformed directly
by the DFT, and then the log of the magnitude of each bin
was calculated, forming an 8065-dimensional feature. All
the feature vectors from the training set were gathered and
PCA was done, keeping the top NPCA principal vectors.
For classification, feature vectors were projected onto the
NPCA -dimensional basis, then classified by the SVM using
the linear kernel. Twenty-four one-against-all SVM
subclassifiers were trained, and then samples were
classified by choosing the subclassifier with the highest
output. Performance is plotted in Fig. 4 as a function of
NPCA for ordered sample selection with 2:1, 3:1, and 6:1
data holdout, for which the number of training samples is
51, 34, and 17, respectively (see sub-Section IVA). As
would be expected, performance improves with increased
number of training samples. A minimum error probability
of 2.73% is reached for 2:1 holdout at NPCA = 192.
2) SVM with MEL Frequency Cepstral
Coefficient-PCA Features: For the second performance
benchmark, we used SVM again, but with MEL frequency
cepstral coefficient-PCA (MFCC-PCA) features. We
computed the short-time Fourier transform (STFT) with
50% overlapped Hanning-weighted windows of size NFFT ,
1944

Fig. 5. Classification error for Office Sounds data using
SVM-MFCC-PCA as function of NFFT for NPCA = 128 at
2:1, 3:1, and 6:1 holdouts.

computed the magnitude-square of the bins, performed
energy binning in Nc MEL-spaced bands, where
Nc = NNFFT /12, took the log, and finally the DCT of the
result, keeping all DCT bins.
Features from all segments were then concatenated
into a single column output feature. Because of the
uniform data size, all exemplars produced the same feature
dimension. We then used PCA to determine a suitable
lower-dimensional linear subspace for classification.
Using only training data, we computed the top NPCA
singular vectors, then projected the features onto this basis
for classification by SVM. We made three exploratory
slices through the parameter space. With NPCA = 128, we
tried various values of NFFT in the set [192, 256, 384, 512,
768, 1024, 1536, 2048, 3072, 4096, 6144, 8192]. Results
are shown in Fig. 5. The curves show that performance
improves with increasing NFFT up to NFFT = 6144. This
indicates a preference for fine frequency resolution instead
of fine temporal resolution.
Next, with an FFT size of NFFT = 6144, we tried
various values of NPCA . This curve is shown in Fig. 6 and
indicates a leveling of performance at around 2% error. It
shows there is no need to go higher than NPCA = 128.
3) Dynamic Time Warping with MFCC
Features: Our third benchmark is based on dynamic time
warping (DTW). DTW is widely used for classifying time
series with unknown data alignment and time scale
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TABLE III
Classification Error for DTW for 6:1 Holdout (17 Training Samples), 3:1
Holdout (34 Training Samples), and 6:1 Holdout (51 Training Samples)*
Method
MIN-ABS
MEAN-ABS
MIN-LOG
MEAN-LOG
MIN-ABS-MFC
MEAN-ABS-MFC

Frame Distance

i |(|Xi | − |Yi |)|
i |(|Xi | − |Yi |)|

i |(log |Xi | − log |Yi |)|
|(log |Xi | − log |Yi |)|
i 
i |(|Ui | − |Vi |)|
i |(|Ui | − |Vi |)|

Classifier
NN
CM
NN
CM
NN
CM

*
NN = nearest neighbor, CM = closest mean, Xi ,Yi refer to DFT bin i from reference
and test frame, and Ui ,Vi refer to MFCC coefficient i from reference and test frame.

Fig. 6. Classification error for Office Sounds data for
SVM-MFCC-PCA as function of PCA subspace dimension NPCA for
NFFT = 6144 at 2:1, 3:1, and 6:1 holdouts.

Fig. 8. Classification error for Office Sounds data using DTW
approaches, plotted separately for each holdout grouping.

Fig. 7. Illustration of DTW. Top: sample 83 of class Penny. Bottom:
sample 9 of class Penny. Center: sample 9 time warped for minimum
distance to sample 83.

[33, 34]. DTW will find the best warped time alignment to
achieve shortest distance of a test pattern to a reference
pattern. Time is slowed down by remaining in a given time
step (frame) for longer, and sped up by skipping time
steps. Distance is measured by adding total of the frame
distances between the reference and the warped pattern.
Classification is achieved by a nearest-neighbor approach
that seeks the training pattern with minimum DTW
distance to the given test pattern. Fig. 7 shows an example
of time warping where the original and time-warped
versions of the test pattern are shown. The time evolution
of the reference and warped spectrograms are well
aligned. The DTW experiments we conducted were based
on the STFT with 50% overlapped frames. In addition to
straight DFT features, we used MFCCs. For additional
details on MFCC, see sub-Section IIIE2. Frame distance
metrics are shown in Table III. Classification was done
using either nearest neighbor (select the class that has the
sample with the lowest distance) or closest mean (select
the class with the lowest average distance). Classification

results are shown in Fig. 8 for the six methods summarized
in Table III as a function of FFT (frame) size.
The best performance was achieved by
MIN-ABS-MFC, which uses MFCC features,
nearest-neighbor classifier, and an FFT size of 768.
Classification error ranged from 2.7% at 2:1 holdout to
4.7% at 6:1 holdout.
4) Summary of Benchmarks: Figs. 4, 6, and 8
represent a valiant effort to obtain the best possible
classification performance using three state-of-the-art
methods. The performances were similar, obtaining
2.1%–2.7% at 2:1, 3.3%–3.9% at 3:1, and 4.5%–4.9% at
6:1.
V. CLASSIFICATION RESULTS: OFFICE SOUNDS
DATA

We now provide results of our classification approach
with the Office Sounds data.
A. Segmentation

Each time series example x was segmented, either by
block or Hanning-3 segmentation as described previously.
Segment sizes for block processing are shown in Table I.
Note that because each data sample in this database is
N = 16 128 samples long, N is always divisible by K/3
where K is the segment size. Segment sizes for Hanning-3
processing are shown in Table II.
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Fig. 9. Classification error for Office Sounds data as function of
segmentation window size K at 2:1 holdout.

Fig. 10. Classification error for Office Sounds data as function of
segmentation window size K at 2:1 holdout.

B. HMM Training

We used the standard Baum-Welch algorithm [27] to
train the HMM separately on all available training data for
each feature set and each class. We found experimentally
that best performance was reached with n = 8 discrete
Markov states. The feature PDFs were modeled as
multivariate Gaussians (or Gaussian mixture with a single
mixture component). The HMM parameters were
randomly initialized, and five random trials were
attempted. The trial that produced the highest
log-likelihood after convergence was used.
C. Classification Results: Individual Feature Models

We now report classification performance for
individual feature sets using HMM and a straight Bayes
feature classifier (2). Because we are using a common
feature extraction, we need not use the CSM, but may use
just the likelihood value reported by the HMM’s forward
procedure operating on the given feature stream.
1) Hanning-3 Versus Block Segmentation: In the first
experiment, we used AR features at a variety of segment
sizes with both block and Hanning-3 segmentation. The
segment sizes that were used are listed in Table I. Fig. 9
shows the resulting classification error at 2:1 holdout
(ordered sample selection) as a function of segment size.
The Hanning-3 processing was generally superior with a
minimum error of about 1.2%. The superiority of window
functions and overlapped processing windows is well
known and is due to the unknown location of event
boundaries in the data and the resultant frequency-domain
Gibbs-effect cause by abruptly chopping up the data at
arbitrary segment boundaries. From this point forward, we
used only the Hanning-3 processing.
2) AR Versus Cepstrum: In the second experiment,
we tested AR against cepstrum features with both linear
and MEL-spaced bands, using Hanning-3 processing.
Table II shows the number of CEPSTRUM bands used for
each segment size used. Fig. 10 shows the resulting
classification error at 2:1 holdout as a function of segment
size. CEPSTRUM processing was decidedly better than
AR, and MEL band spacing was slightly better than linear
1946

Fig. 11. Classification error probability for Office Sounds data and total
likelihood for 16 models.

spacing, achieving a minimum error of 0.3% (99.7%
correct or just seven errors) at 2:1 holdout.
D. Model Comparison

It is instructive to compare the various models, not just
in terms of classification performance, but also in terms of
total projected likelihood; see (15). We measured
individual classification performance on 16 models in the
following order: the eight CEPSTRUM models with linear
band spacing with parameters listed in Table II, and the
eight CEPSTRUM models with MEL band spacing with
parameters listed in Table II. Fig. 11 shows the result
using 22 training samples (random sample selection) and
averaging over four trials. It is interesting to see the
approximate inverse relationship between classification
error and total projected log-likelihood. This demonstrates
that using the PDF projection method, features can be
selected based on total projected log-likelihood without
needing to determine classification performance. This
method is unique and has no comparable known technique
in the classification and machine learning literature where
it is generally accepted that likelihood comparison
between competing features is meaningless. The method
is not perfect because while the linear band spacing had
higher total likelihood than MEL spacing, it had slightly
worse classification performance. As a means of selecting
segment size, it is quite good.
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applied to (14) produces the classifier
 L


1/C

M
k̂ = arg max
p(Hk ).
αk,l Jl (X) p(Zl |Hk,l )
k=1

l=1

(23)

Fig. 12. Classification error probability for Office Sounds data for 16
models using various numbers of training samples. Top curve is 10
samples, followed by 15, 22, 34, and 51 samples.

Fig. 12 shows how performance of each model
depends on the number of training samples for 10, 15, 22,
34, and 51 training samples (random sample selection).
Performance in Fig. 12 does not improve significantly
over 34 samples. We contrast this to the benchmark
performance in Figs. 4, 6, and 8. Not only does the
benchmark performance have significantly higher error
(almost 10 times higher), but benchmark performance
significantly degrades when going from 2:1 (51 samples)
to 3:1 (34 samples). This indicates the benefit of using the
HMM, which uses the Markov property to express the
joint PDF of the feature sequence Z in terms of
lower-dimensional state-dependent feature PDFs pi (z),
thus significantly reducing dimensionality effects. We note
also that Fig. 12 shows only individual model
performances, all attained without use of PPT. We now
discuss combinations of the models for which we require
PPT.
E. Classification Results: Model Mixture

Up to now we have tested feature sets individually for
classification error, using individual branches in Fig. 2
without J-function. We would like to see, however, if
combining multiple features achieves even lower error. We
turn to (14) for a model mixture implementation. We
assumed flat weights, α k,l = 1/M, and the likelihood
functions p(Zl |Hk,l ) trained on all the data of each class
(no joint training as explained in sub-Section IIID). We
used an annealing factor as described next.
1) Annealing Factor: To promote better model
mixing, we use a practice related to simulated annealing
(SA) called alpha integration. SA is used in many areas of
statistical modeling and optimization [35]. SA is
analogous to the application of heat to materials, thus the
name annealing. Just as applying heat to material
dislodges atoms from their preferred low-energy states
and promotes movement and mixing, the annealing
promotes mixing of the models. The annealing factor C

Unlike SA, where the factor C is gradually reduced to 1,
we hold C constant. The application of the annealing
factor C has a profound effect in the mixing of the various
branches in Fig. 2. Note that after adding the J-function to
each branch feature log-likelihood, we obtain the
log-likelihood functions of the high-dimensional input
data. Because of the high dimension, the branch
log-likelihood values have a wide dynamic range and are
rarely close in value. Thus, in (14), one branch will
dominate the summation. Then, the output PDF value in
Fig. 2 is influenced by only one branch, the one having the
highest projected likelihood. A large value of C promotes
better mixing of the branch log-likelihoods so that the
likelihood value is significantly influenced by all branch
likelihood functions.
Equation (23) is a form of alpha integration [36, 37] in
which the single parameter C can sweep across linear and
geometric averages. For very large C, we can approximate
L
F (C) =
αl [pl (X)]1/C
l=1


L
1
log pl (X)
=
αl exp
l=1
C


L
1
αl 1 + log pl (X)
l=1
C
1 L
1+
αl log pl (X),
(24)
l=1
C
which is a weighted sum of the log-likelihoods of the
models, a condition where each model has nearly equal
influence. For very small C, however, (23) can be
approximated by taking the largest likelihood across
models. And, for C = 1, we have a linear average. Thus,
as C varies, we go gradually from a classifier that takes the
largest log-likelihood (no mixing at all) to taking the sum
of the log-likelihoods (full mixing). In the middle, there is
a more intermediate form of mixing.
2) Error Rate as a Function of the Annealing
Factor: We determined error performance of (23) as a
function of the log-annealing factor r, where C = N er ,
where N is the number of samples in the time series. This
was done so that if the input time series length N varied (it
did not vary in this data set), the optimal value of r would
be roughly independent of N. For a model library, we
chose the 16 models in Fig. 11, which are the
CEPSTRUM features, both linear and MEL band spacing.
The error rate as a function of r is shown in Fig. 13 for 10,
15, 22, 34, and 51 training samples with random data
selection (see sub-Section IVA). The performance at
l = – log(N) = –9.6, where C = 1, is the performance
without annealing, i.e., straight implementation of (8). At
the right side of the graph, the performance mirrors
straight log-likelihood addition of the models. The best
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TABLE IV
Classes and Categories for the Watercraft Data
Subclass
Background noise

Class

Samples

Background noise

390

Jetski
Jetski edge
Jetski impulsive

Jetski
Jetski
Jetski

334
135
330

Lark
Lark idle

Lark
Lark

183
82

Loud background noise

603

Loud background noise
Vehicle

Vehicle

241

Zodiac
Zodiac impulsive

Zodiac
Zodiac

243
189

Fig. 13. Classification error for Office Sounds data as function of
annealing factor r for 16 models using random data holdout.

error rate across annealing factor is comparable to the best
individual model (compare Figs. 13 and 12). Although the
model mixture performance was not better than the best
individual model, it does point to a general-purpose
classifier that can achieve the best performance over the
available models without knowing a priori which model is
best. We will see that in the other data sets, the same error
minimum is observed across annealing factor and model
mixture performance exceeds individual model
performance.
VI. EXPERIMENTAL RESULTS: WATERCRAFT DATA

While the Office Sounds data is real recorded data and
ideal for algorithm comparison, we sought a real-world
data set that was not carefully controlled. The Watercraft
data was collected using a hydrophone placed near the
shore of a body of water. Signals are recorded from
detection until they fade out; three types of small
watercraft were included in the data set consisting of a
water scooter (Jetski), skiff (Lark), and motor-driven
inflatable boat (Zodiac). There was a roadway adjacent to
the body of water such that the signals of vehicles driving
past were also received on the hydrophone (Vehicle).
Some of the classes were partitioned into subclasses to
facilitate the modeling of distinct signal variations within
the class. Within-class errors are not counted. There were
a total of 10 subclasses organized into six classes. The
classes and subclasses are listed in Table IV that includes
the number of samples in each subclass. The number of
samples in each subclass ranged from 82 to 603 with a
total of 2730 samples over all of the subclasses. The time
series of each sample varied in length and had an average
of about 6000 samples at 312.5 Hz sample rate.

Fig. 14. Benchmark classification error for Watercraft data as function
of FFT size for DTW/MFCC.

class and testing performed using the remaining one-half
of the samples. The training and testing samples were then
swapped and the process was repeated. Thus, each of the
samples from each class was tested once; therefore, the
percent error in classifier performance was based on 2730
error opportunities.
B. Benchmark

For a benchmark, used DTW with MFCC features (see
sub-Section IVB3). Because of the variation of event size,
it made sense to apply DTW as a means of comparing
events of different length. The results, shown in Fig. 14,
reach a minimum error of 12.7% at NFFT = 512.
C. Feature Extraction

AR and cepstral features were computed for each time
series. AR features were computed using both block and
Hanning-3 segmentation for the segment lengths and
model order pairs shown in Table I. Cepstral features were
computed using Hanning-3 segmentation for the segment
lengths and cepstrum band function pairs shown in Table
II. Features were computed for both linearly spaced and
MEL-spaced band functions.

A. Data Holdout

D. HMM Training

Two-fold data cross-validation was used to test
classifier performance on this data set. Training was
conducted using one-half of the available samples for each

As before, the standard Baum-Welch algorithm was
used to train the HMM for each of the classes. The HMM
consisted of eight Markov states with the feature PDF of
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Fig. 15. Classification error as function of segmentation window size K
for AR and cepstral features computed using overlapped/Hanning
segmentation at 2:1 holdout.

Fig. 16. Classification error for Watercraft data as function of
log-annealing factor for seven models listed in Table V.

TABLE V
Parameters of Seven Models Used in the Model Mixture Experiment

TABLE VI
Number of Training and Testing Samples by Phoneme

FFT (Segment) size

Bands

Band Type

Phoneme

Train

Test

Total

144
576
768
288
384
576
768

12
48
64
24
32
48
64

LIN
LIN
LIN
MEL
MEL
MEL
MEL

IY
AE
UW
AA
Total

5502
3952
459
2954
12 867

2154
1399
144
1092
4789

7656
5351
603
4046
17 656

each state modeled using a single Gaussian mixture
component. Five trials were employed for training with
the HMM parameters randomly initialized in each trial.
The parameters estimated in the trial that produced the
highest log-likelihood were used in the model.
E. Classification Results

The classification performance of Hanning-3
segmentation comparing AR features versus cepstrum
features using both linearly and MEL-spaced bands are
shown in Fig. 15. The performance of the cepstral
processing is clearly superior to that of the AR processing.
The minimum error performance for the cepstral
processing of 7.88% was attained using linearly spaced
bands.

Fig. 17. Spectrum of utterance of phoneme AE at 12 kHz, 768 time
samples. Dark line: AR spectral estimate. Stars: formant estimates.

VII. PHONEME CLASSIFICATION RESULTS
A. Data

F. Model Mixture

As we did with the Office Sounds database, we tested
the model mixture method using equal model priors (equal
α i ) and independent model training on all available data in
the training set. For the model mixture, we chose seven
models that are listed in Table V. Fig. 16 shows the
classification error as a function of log-annealing factor. A
similar behavior to Fig. 13 is seen, with best performance
in the [–2, 1] range. This time, however, the best
performance (5.7%) is significantly better than the
individual model performance (7.9%).

As a final experiment, we used our approach for the
classification of phonemes. We extracted examples of the
phonemes IY, AE, UW, and AA from the TIMIT corpus
[38]. The number of utterances extracted from the training
and testing sections are shown in Table VI. We
down-sampled the data to 12 kHz. These are not all of the
available utterances because we used only utterances of at
least 768 time samples in length after down sampling.
After down sampling, we extracted the center 768 time
samples from each utterance. The spectrum of a sample of
phoneme AE is shown in Fig. 17.
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TABLE VIII
Confusion Matrix for Formant-Based Neyman-Pearson Classifier;
Probability of Correct Classification in Percent

IY
AE
UW
AA

IY

AE

UW

AA

94
3
4
0

3
91
4
7

3
1
91
1

0
6
1
92

TABLE IX
FFT (Segment) Sizes, Number of Cepstral Bands, and AR Model Orders
for Models Used in the HMM Mixture for Human Speech

Fig. 18. First and second formants for training data (one-fifth of
samples shown).
TABLE VII
Confusion Matrix for Formant-Based SVM Classifier; Probability of
Correct Classification in Percent

IY
AE
UW
AA

IY

AE

UW

AA

94
3
8
0

5
90
2
19

1
0
78
1

0
6
11
80

B. Benchmark Formant Classifier

We estimated the formant frequencies for each
N = 768 time sample utterance using the method of Snell
[39]. An example of formant estimation is shown in Fig.
17. The third formant is possibly in error in this example.
The first and second formants are typically more reliable.
The first and second formants (f1, f2) are plotted in Fig. 18
for every fifth training sample. Associated with each
formant measurement is also a bandwidth (not shown).
The frequency/bandwidth pairs for f1 and f2 is a
four-dimensional feature vector. Using the SVMLight
toolkit [32] and linear kernel, we obtained the confusion
shown in Table VII at 2:1 holdout. The numbers on a
given row are the distribution of data samples from the
indicated class, so that each row adds to 100%. The
aggregate performance was 1948 total errors out of
17 656, an 11 percent error rate. We repeated the
experiment with a straight Neyman-Pearson classifier
where the feature likelihood functions were modeled as a
three-component Gaussian mixture model. The resulting
classification confusion matrix is shown in Table VIII for
2:1 holdout. The aggregate performance was 1279 total
errors out of 17 656, a 7.24 percent error rate.
C. CSHMM Mixture

For the HMM mixture, we used 14 models, including
eight cepstral models (MEL band spacing) and seven AR
models. The model parameters are listed in Table IX.
1950

Segment Size

Cepstral Bands

Segment Size

AR Order

72
96
144
192
288
384
576
768

6
8
12
16
24
32
48
64

96
144
192
288
384
576
768

7
8
10
12
13
14
16

TABLE X
Individual Model Classification Error in Percent as a Function of
Segment Size for Phoneme Data Using Cepstrum Features with MEL
Band Spacing
Segment Size

Cepstral Bands

Percent Error

72
96
144
192
288
384
576
768

6
8
12
16
24
32
48
64

17.67
11.1
6.9
6.4
6.3
6.5
6.8
7.7

Fig. 19. Classification error as function of log-annealing factor for
phoneme data.

Individual model classification error in percent as a
function of segment size is shown in Table X. The best
segment size was 288 achieving 6.3% error. Fig. 19 shows
the classification performance of the HMM mixture as a
function of annealing factor. Once again, we see the dip in
classification error at moderate annealing factor. This
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indicates that straight additive mixing is too harsh, but
geometric mixing (adding log-likelihood values) is too
mild. The best performance was 4.9%. This can be
compared with the 6.3% error for the best individual
model, or 7.24% for the benchmark classifier (see
sub-Section VIIB).

[10]

[11]

VIII. CONCLUSIONS AND FUTURE WORK

We have presented a classification scheme using a
mixture of models approach based on PDF projection.
Each individual model is constructed by segmentation of
the time series followed by feature extraction and a HMM
likelihood calculation. The mixture of models relies on
being able to apply the PPT that converts feature
likelihood functions to raw data likelihood functions so
that the models can be compared on the same space. The
models were combined via alpha integration to promote
mixing of the models, with optimal performance at
medium annealing factor. The results of three separate,
and very different, data sets indicate a common theme:
that mixing the models produces equal or better results
than individual models, and the best performance is
attained at a moderate annealing factor. This points to a
general-purpose time series classifier for diverse signal
types. In the future, we would like to implement joint
model training as described in sub-Section IIID. This may
require likelihood annealing within the training algorithm.
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